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Abstract
Utility computing is becoming a popular way of exploiting the po-
tential of computational grids. In utility computing, users are pro-
vided with computational power in a transparent manner similar
to the way in which electrical utilities supply power to their cus-
tomers. To take full advantage of utility computing, an application
needs to be mobile; that is, it needs to be able to migrate between
heterogeneous computing platforms while it is executing. Further,
it needs to be able to adapt to the computing resources at each site,
such as the number of available physical processors. At present,
there are few high-performance computing applications of this sort,
and re-engineering legacy codes to be mobile can take enormous
effort.

In this paper, we describe thePC3 system, which converts
C/MPI codes into mobile programs almost transparently. Because it
is based on portable application-level checkpointing, it enables the
state of running applications to be saved so that the application can
be restarted on different architectures, operating systems and MPI
implementations. Moreover, the number of processors on these
machines can be different. To our knowledge, this is the first system
to provide all these features. Experimental results show that the
overhead introduced by the system is usually small.

Categories and Subject Descriptors D.1.3 [Programming Tech-
niques]: Concurrent Programming—Parallel Programming; D.3.4
[Programming Languages]: Processors— Run-time environments;
D.4.5 [Operating Systems]: Reliability— Checkpoint/restart; C.4
[Performance of Systems]: Fault Tolerance

General Terms Reliability, Performance, Measurement

Keywords Grid Computing, Heterogeneity, Checkpoint/restart,
Application-level Checkpointing, Portable Checkpointing, Over-
decomposition, MPI

1. Introduction
Utility computing is becoming a popular way of exploiting the po-
tential of computational grids. Instead of submitting jobs for exe-
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Figure 1. Migration of Mobile MPI Applications

cution on a particular computer as is done currently, users submit
jobs to an agent that (i) finds the necessary resources somewhere in
a federation of high-performance computers and high-bandwidth
networks, (ii) schedules and monitors the execution of the job at
that site, and (iii) migrates the job during its execution to differ-
ent sites in the federation if it is advantageous to exploit changing
resource availability.

To take full advantage of utility computing, an application needs
to be mobile; that is, it needs to be able to migrate between plat-
forms while it is executing, as shown in Figure 1. Although appli-
cations execute on a single site at any given time, a mobile appli-
cation will be able to migrate to a different site if more resources
become available there. Such applications are also more resilient to
hardware faults since they can be restarted on a new site if the site
they were executing on suffers a hardware failure.

At present, there are few high-performance computing appli-
cations of this sort. However, there are large numbers of exist-
ing codes written for traditional parallel machines, which might
be good candidates for using emerging grid systems. How can
these static applications be transformed into mobile applications?
One approach would be to transform these applications by hand.
Although this has been done for some codes such as the Cac-
tus library [5], transforming codes manually is expensive. A more
promising approach is to develop software tools to perform this
transformation with minimal manual input. Criteria for success in-
clude the following.

• Transparency: A software tool that can transform programs
more or less automatically to make them mobile would dramat-
ically lower the cost of entry into the grid. We call this property
transparency.

• Adaptivity: A mobile application must be able to adapt to the
available resources. This implies that it should be able to re-



sume execution on a larger number of processors if some extra
processors become available or on fewer processors when the
situation demands (eg. a few processors crash).

• Heterogeneity: The problem of making applications mobile is
obviously easier if all platforms are identical (same kind of
processors, same number of processors, same operating system
etc.). In reality, one rarely finds identical parallel platforms at
different sites, so mobility between heterogenous platforms is
desirable.

• Performance: Users who expect a high level of performance on
one platform are unlikely to sacrifice performance for mobility.
Although there may be cases where this tradeoff is appropriate,
applications should retain their level of performance when they
are made mobile.

In this paper, we describe a system calledPC3 (for Portable
Cornell Checkpointing Compiler) that converts parallel C programs
using the MPI communication library into mobile programs for
computational grids. Our system is based on three key ideas.

• Over-decomposition: We decompose the original MPI applica-
tion into a large number of virtual processes. This allows us
to execute the application on different numbers of processors
and obtain good load-balance by appropriately assigning virtual
processes to physical processors.

• Application-level checkpointing: We use a pre-compiler to in-
strument a C program so that it can save and restore its own
state without relying on operating system or hardware support.
Unlike system-level checkpointing systems like Condor [11]
that are tied to particular architectures and operating systems,
application-level checkpointing provides an approach for mak-
ing programs self-checkpointing and self-restarting. Further,
our checkpointing substrate uses type information to save the
state in a portable manner which allows restart on a different
architecture.

• Coordination layer: To save the state of a parallel program
while it is executing, it is necessary to co-ordinate the state-
saving by the different processes. If the program is written in
a bulk-synchronous manner, the state of the computation can
be saved at global barriers. However, some programs, such as
many mesh generators, do not have global barriers. To check-
point such programs, our system uses a co-ordination protocol
implemented by a thin software layer, which intercepts all calls
made by the program to the MPI library [2, 3]. Saving the state
of the MPI library in a portable way presents its own challenges.

To our knowledge, thePC3 system is the first system to pro-
vide all of these features. Previous work on portable checkpoint-
ing [4, 14, 16] has focused on uniprocessor applications. Systems
based on over-decomposition such as AMPI [6] provide either non-
transparent support for portable checkpointing or use operating sys-
tem checkpointing primitives that cannot be used on different archi-
tectures.

The rest of the paper is organized as follows. In Section 2,
we describe our system architecture. In Section 3, we describe a
selective re-implementation of MPI for supporting efficient over-
decomposition. In Section 4, we describe our sequential check-
pointer and the state translation mechanisms it uses to migrate
state between different platforms. In Section 5, we discuss how we
checkpoint the state of the MPI library. In Section 6, we present
an experimental evaluation of our system. In Section 7, we survey
related work. Finally, in Section 8, we discuss ongoing work.
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Figure 2. PC3 System Architecture

2. System Architecture
Figure 2 shows the system architecture. At a conceptual level, the
application is executed by some number of MPI processes that we
call logical processes. The usual model of MPI execution is that
each logical process is mapped to one physical processor.

Our system is based on the idea ofover-decomposition, so the
number of logical processes can be larger than the number of phys-
ical processors. Although there is nothing in principle that prevents
multiple MPI processes from running as different OS processes
on a single physical processor, the MPI implementations we have
worked with were unable to support this model of computation
efficiently. Therefore, in our system, the logical MPI processes
mapped to a single physical processor are ”condensed” into a sin-
gle multi-threaded MPI process in which each thread corresponds
to one logical MPI process.

This design implies that the MPI communication layer must
be able to accept messages from a number of end-points at a
given processor, and deliver messages to a number of end-points
at the receiving processor. Since this is different from the usual
MPI model, we implement a thin layer that provides a virtual MPI
interface to the application, as shown in Figure 2. The application
code deals only with logical MPI processes. The layer knows the
mapping of logical processes to physical processors, so it replaces
logical process numbers in messages with the appropriate physical
processor number, and piggy-backs the logical process number on
the message. At the receiving end, the logical process number is
used by the layer to determine which thread should receive an
incoming message.

The coordination layer includes a checkpointing substrate that
implements portable state-saving and restoring routines. The state
of each logical MPI process is saved separately in a global check-
point. The coordination layer also includes protocols for coordinat-
ing checkpointing of MPI processes so that the collection of check-
points constitutes a global checkpoint from which the application
can be restored [2].

To migrate a checkpoint to a different platform, the type of each
object in the checkpoint is used to translate the representation of
that object to the representation on the new platform. The state of
each logical MPI process is translated in this way to its representa-
tion on the new platform, and the logical processes are redistributed
among the physical processors. The processes mapped to a given
processor are condensed into a single multi-threaded MPI process,
and the program is restarted. As we discuss in Section 6, we have
been able to take checkpoints on an Alpha cluster at the Pittsburgh
Supercomputing Center and restart them on a Windows cluster at



the Cornell Theory Center, demonstrating that these ideas work in
practice.

Our two-pass source-to-source pre-compiler accepts C/MPI
programs annotated with potential checkpoint locations and au-
tomatically generates the over-decomposed, fault-tolerant appli-
cation. The first pass converts the program into a multi-threaded
program so that the semantics remain the same as the original ap-
plication. The second pass instruments the code for checkpointing
by adding state-saving and recovery code. Since we use type-based
checkpointing, we can only handle well-typed programs in which
the type of every object in the checkpoint can be determined. Our
pre-compiler has a type checker, which determines if the program
is well-typed and which reports warnings if it detects unsafe fea-
tures. It is purely syntactic at present, so it is rather conservative
about warnings. The number of warnings can be reduced at the cost
of performing more elaborate type checking.

3. Execution of Over-decomposed MPI Programs
We assume that the application has been decomposed into some
numbern of logical MPI processes. Because our system supports
over-decomposition, the application can be run on fewer thann
physical processors, but not on more thann physical processors.
It is up to the programmer to determine the appropriate number of
logical MPI processes. A parallel application of a given size does
not scale beyond some number of processors, so that number is an
appropriate value forn.

The goal of the virtualized MPI is to provide an efficient MPI
interface so that the application can run in over-decomposed mode
with little overhead. It also maintains statistics of the application’s
communication pattern so that on migration, it can compute a
remapping of logical MPI processes to physical processors that
reduces the amount of network communication.

3.1 Threaded Execution

The application runs as a set of multi-threaded processes, one per
physical processor, in which each thread corresponds to a logical
MPI process of the application. To fully utilize multi-processor
nodes, we run as many processes on the node as there are proces-
sors. Each process also contains an additional master thread that
performs some initialization at the beginning before spawning the
threads corresponding to virtual processes.

We permit only a single thread per process to make progress at
any time; all other threads are blocked. When a thread cannot make
progress because of pending communication, it yields to another
another. When all threads have completed, the master thread is
scheduled, which terminates the application.

3.2 Program Transformation

To preserve the semantics of the original application, our pre-
compiler performs a simple code transformation to ensure that
globals are thread-local. For each global, we allocate an array on
the heap, the size of which is the number of threads in the process.
For each access to the corresponding global, we use an index to the
array, which is computed from the rank of the thread. This index is
passed as an additional parameter to all functions. For example, the
code

int x;
double a[4];
int g(int i)
{ ...
}

int main(int argc, char **argv)
{ x=3;

a[2]=7.0
...
return g(x);

}

is transformed to

int *x;
double (*a)[4];

void pccc_allocate_globals()
{

x=malloc(sizeof(int)* pccc_num_thr_local);
a=malloc(sizeof(double[4])* pccc_num_thr_local);

}

int g(int pccc_tid, int i)
{

...
}

int pccc_main(int pccc_tid, int argc, char **argv)
{

x[pccc_tid]=3;
a[pccc_tid][2]=7.0
...
return g(pccc_tid, x);

}

The PC3 initialization phase callspccc allocate globals().
pccc num thr local refers to the number of virtual processes run-
ning in the current process. For each thread, the rank of the corre-
sponding logical process in the original MPI application is used to
computepccc tid , the index used by that thread for accessing its
globals.

3.3 Design of Virtualized MPI Core

There are two communication paths - message transfer between
threads within the same process (local send and receive) and trans-
fers between threads in different processes (network send and re-
ceive). For the former, we rely on memory copies. For the latter,
we use the native MPI to do the transfer. Each thread maintains
two queues. Thepending recv queue contains receives that have
been posted but not satisfied. Theinbound msgs queue contains
incoming messages that are destined for the thread but for which
receives have not been posted.

On a local send, we look at thepending recv queue of the
target thread to see if a matching receive is posted. If so, the data is
directly copied to the destination and the current thread continues
executing. Otherwise, if the send is a blocking send, the thread
attempts to yield to another thread (an alternative would be to copy
the message to a temporary buffer and continue, but we have found
this strategy to inhibit the parallelism of the overall application
for some common communication patterns). If the send is non-
blocking, the thread continues but will attempt to yield when the
correspondingwait call is issued. On a network send, the data is
marshalled into a buffer and sent out on an MPI message to the
target process. On a receive, we look at theinbound msgs queue
for the thread. If a matching message is found, we copy the data into
the destination and continue executing. Otherwise, if it is a blocking
call, we attempt to yield to another thread. For non-blocking calls,
we continue executing the thread; this thread will attempt to yield
to another thread at the correspondingwait call.

When a thread attempts to yield, it first probes the network
interface to see if there are incoming messages; if so, it reads
them and populates them in the appropriate queues. Some of these



messages may free up blocked destination threads for execution.
The current thread then attempts to find another thread to run using
a round-robin policy. If it cannot find any thread that is ready to
run, it tries to find a thread that is blocked on a send. If it finds
such a thread, it copies the contents of the message to a temporary
buffer and resumes execution of that thread. If no thread is ready
to execute, it probes the network interface until a sequence of
messages shows up that unblocks some thread. The first thread that
is unblocked runs next.

Collective operations are implemented using point-to-point
calls. They use a different communicator so as not be confused
with point-to-point messages. We have not yet invested heavily in
optimizing these routines. For the common case, where the collec-
tive operates on the entire group (MPIGROUPWORLD), we have
a specialized implementation that maps on to the corresponding na-
tive collective. For example, for a barrier, each thread (other than
thread 0) within a process sends anEnter Barrier synchroniza-
tion message (Meb) to thread 0. When thread 0 receives allMeb

messages, it callMPI Barrier() . After returning from the barrier,
thread 0 sends aLeave Barrier synchronization message (Mlb)
to all the other local threads and resumes execution. On receipt
of the Mlb message, the other threads cross the barrier. We have
found that these special implementations perform as well as the
native collectives.

The application performs its matching on the tag and rank of the
logical MPI processes of the original application. When a network
message is sent, these are piggybacked on the message. To pre-
serve MPI ordering semantics, all network MPI messages are sent
with a single tag, resulting in FIFO communication of the messages
between processes. This tag is not to be confused with the piggy-
backed tag from the application. This scheme enforces a stronger
ordering than that imposed by MPI which only requires that FIFO
order be preserved for messages having the same communication
channel (sender-receiver pair, tag and communicator). However, we
believe this is not likely to affect performance. Having a single tag
allows us to implement an efficient advance buffering scheme. We
post a number of receives in advance on buffers of a pre-defined
size. As messages come in, they get matched into the buffer in
order of posting of the receives. Messages of size larger than the
buffer are chunked into multiple successive messages. The size of
the data is also piggybacked on the message so the receiver can
know when a message has been completely received. In our current
implementation, we use 512 buffers of size 32K. While we have not
completely explored the space for these parameters, we have found
that this combination handles the diverse communication require-
ments of our applications and performs well in practice. We have
also found that this advance buffering approach is more stable than
theMPI Probe()operation.

Our implementation is efficient in many respects. It context-
switches only when necessary. Because it allows only a single
thread to make progress at a time, it can safely use a lock-free
implementation. Further, it does not need to context switch for
calling the native MPI, which would be necessary for systems that
allow multiple threads to make progress or that use preemptive
scheduling to context switch to a master thread to do all MPI
communication.

We have implemented a useful subset of MPI that includes
blocking and non-blocking point-to-point communications, collec-
tive communications and communicator/group construction oper-
ations. We do not see any conceptual hurdles for the remaining
operations. An interesting set of operations that we have not com-
pletely evaluated is the set of polling operations which return im-
mediately such asMPI Test(). These tend to be used heavily in
asynchronous-style communication. The applications we have con-
sidered do not perform any of these operations. If such an opera-

tion fails it will never be satisfied unless the network is probed or a
context-switch is made. This could lead to livelock if such an oper-
ation is repeatedly executed in a loop. To ensure progress for such
scenarios, we attempt to context switch any time such an operation
fails.

4. Portable Checkpointing
This section describes how the state of a single process can be
saved in a portable way. Section 5 describes how the uniprocessor
checkpoints are coordinated to produce a global checkpoint.

To save the state of a process in a portable way, we must solve
two problems. (i) How is the state of the process saved in the
checkpoint? (ii) How do we translate the representation of the state
of the process on one platform into its representation on a different
platform?

Note that we cannot use system-level checkpointing as is done
by systems like Condor [11]. The state that is saved by system-
level checkpointers is very architecture-dependent (for example,
the contents of the program counter, registers, etc. must be saved),
so it is not possible in general to translate this representation of the
state of the program into a representation that can be restarted on a
different platform.

4.1 Application-level Checkpointing

The solution is to useapplication-level checkpointing, and our
implementation of it is described in [2]. It is common to manually
instrument long-running scientific programs so that they can save
their state periodically and restore their state during recovery. Our
system performs this instrumentation automatically, provided the
programmer specifies where checkpoints should be taken.

For example, instead of saving the program counter, the applica-
tion maintains a data structure that tracks function calls and returns.
This data structure is stored as part of the checkpoint. The applica-
tion is transformed so that on restart, the application reinvokes the
sequence of function calls active at the checkpoint, thereby rebuild-
ing stack frames and restarting execution at the point in the program
just after the checkpoint. More details can be found in [2].

4.1.1 Type Representations

To translate checkpoint data from its representation on one machine
to its representation on a different machine, it is necessary to know
the type of every data object in the checkpoint. For each type in
the program, our system maintains information about its represen-
tation in a structure called its type metric [14]. Our pre-compiler
automatically produces the code to generate the type metrics for all
the types of a program. This code is portable and it is executed to
obtain the type metrics on that architecture. The type metrics for
the C types are described below.

• Arithmetic Types: These include the integer and floating point
types. Most modern architectures have standardized representa-
tions such as 2’s complement for integers and IEEE single and
double precision floating point for float and double respectively.
Since we also record the endianness of the architecture, the size
turns out to be sufficient as a metric. If an architecture uses its
own proprietary format, we can resort to more specialized met-
rics.

• Pointer Types: Pointers in C are machine addresses and C im-
plementations usually provide an integer type that has enough
bits to hold a machine address. Hence, the type metric for point-
ers is similar to that of integers.

• Structure Types: C lays out the fields of a structure in the or-
der they appear in the declaration of the type with an optional
padding in between fields. Given two adjacent fields of a struc-



ture and a platform, the padding between the fields is fixed and
is determined solely by the type of the structure. However, the
padding might be different for different platforms. Type metric
for structures includes the number of fields and for each field,
its byte offset from the beginning of the structure and its type-
metric(defined recursively). Bitfields can be handled as a spe-
cial case by specifying the offset in bits.

• Union Types: Currently, we replace all unions with structures.
In general, the two are not semantically equivalent. We assume
that the overlapping of union fields in memory is not used to
transfer data implicitly across different fields of the union.

• Array Types: In C, the elements of an array are laid out con-
tiguously. Hence, the type metric for arrays consists of the type
metric of an element of the array and the number of elements.

4.1.2 Checkpoint and Translation Mechanisms

Since we only handle well-typed programs, the data of the appli-
cation can be regarded as a set of typed objects. Objects may be
further classified as global objects, stack objects or heap objects
depending on where they are located in the address space.

Our system maintains a set of descriptors, one per object. The
descriptor of an objecto contains the address of the object(ADDRo),
its type metric(TY Po) and its size in bytes(SIZo). A descriptor is
added to the set when the object comes into existence and removed
when it is destroyed. In our system, the set of object descriptors is
distributed among the following three structures.

• SVD : Set of Stack Variable Descriptors organized as a stack
into which descriptors are pushed and popped as the corre-
sponding variables enter and leave the scope during execution.

• GVD : Set of Global Variable Descriptors organized as a list
into which the descriptors for all the global variables are in-
serted when the program starts up. All the descriptors are re-
moved at program termination.

• HOD : Set of Heap Object Descriptors organized as a red-black
tree(with the object address serving as the key). Descriptors are
inserted on allocation operations such asmalloc() and removed
when deallocated byfree().

When a checkpoint is taken, all the objects are stored in binary
mode along with the SVD, GVD and HOD. On restart, we con-
struct the SVD and the GVD for the target architecture as part of
the execution up to the point where the checkpoint was taken. We
load the SVD, GVD and the HOD for the old architecture from the
checkpoint. From the HOD loaded from the checkpoint, we can ob-
tain the number of objects on the heap and the type metric and size
of each object on the old architecture. We use this information to
recompute the sizes and metrics on the new architecture. Then, we
allocate space for the objects on the new architecture and construct
the new HOD. At this point, we load each object from the check-
point as is appropriate for its descriptor on the old architecture and
translate it to the new architecture as described in Section 4.1.3.

4.1.3 State Translation

On restart on the target architecture, our system knows the de-
scriptor for each object on the source and target architectures. The
two descriptors contain all the information the system needs to do
the translation. For integer and floating-point types, the translation
achieves exact value equivalence if the value can be represented on
the target machine. In case the value cannot be represented on the
target architecture, we could adopt migration policies which dis-
able heterogeneous migration for certain applications. An example
of this is migrating an application that uses 64-bit integer values
to a 32-bit platform that does not support 64-bit integer arithmetic.

For the benchmarks used in this paper, we have not run into this
problem.

For pointer types, the system needs to locate the corresponding
object on the new architecture and set its value to the address
of this object. For an objecto, let ADDRs

o, TY P s
o and SIZs

o

be the values of the descriptor fields corresponding to the source
architecture and letADDRt

o, TY P t
o andSIZt

o be the respective
values for the target architecture. When a pointerp needs to be
translated, our system searches the set of object descriptors on the
source architecture to find the object it points to. If for some object
o, ADDRs

o matches the value ofp, then the value ofp on the
new architecture isADDRt

o. If the valuep lies within the range
of some objecto which could for instance be a structure or an array
(ADDRs

o < p < ADDRs
o +SIZs

o ), a recursive search of its type
informationTY P s

o is used to infer which sub-objectp points to.
The translated value ofp is then equal toADDRt

o incremented by
the offset of the corresponding sub-object as obtained fromTY P t

o .
If no matching object is found, the pointer is set to null.

Structure and array types are translated in a recursive manner by
traversing the type information until we reach an integer, floating
point or pointer type which is handled as discussed in the preceding
paragraphs.

4.1.4 Efficiency

Since the translation of a pointer needs a search of the object
descriptor set, it is crucial that we devise efficient data structures
for performing this search. Before the translation phase, we sort
the entries of the SVD and the GVD by address and determine the
address range of the globals, the stack and the heap regions. The
HOD is already sorted as it was serialized from a red-black tree.
The sort has a cost ofO(NlogN) whereN is the total number of
objects. When a pointer needs to be translated, we determine from
its address which region it points to. If it points to the stack or the
globals, we do a binary search on the SVD or the GVD respectively.
If the pointer points to the heap region, we search the red-black
tree that corresponds to the HOD. For each object, searching takes
O(logN) and so the total cost of pointer translation isO(NlogN).
This scales well and for large pointer-dense address spaces, we see
small overheads. Moreover, we incur this cost only on restart after
a migration.

5. Co-ordination of MPI Checkpoints
To checkpoint MPI programs, we must co-ordinate state saving by
different MPI processes. In addition, the checkpoint must capture
the state of the MPI library, even though our system does not have
access to the code of this library.

Both these functions are accomplished by the coordination layer
shown in Figure 2. By design, this layer sits between the application
and the MPI library, and intercepts all calls from the instrumented
application program to the MPI library. This design permits us to
implement the coordination protocol without modifying the under-
lying MPI library, which promotes modularity and eliminates the
need for access to MPI library code, which is proprietary on some
systems. Further, it allows us to migrate easily from one MPI im-
plementation to another.

5.1 Protocols

The coordination layer supports the following two protocols (i)
Barrier Coordination Protocol and (ii) Coordinated Non-blocking
Protocol. The application programmer needs to select the appropri-
ate protocol for his application. The coordinated non-blocking pro-
tocol is the more general of the two and does not require a global
barrier in the application to take a checkpoint. Since it has been de-
scribed before, we do not explain it here. The interested reader is



referred to [2, 3]. The applications considered in this paper can be
checkpointed using the lower overhead barrier-coordination proto-
col which we describe next.

The barrier-coordination protocol is suitable for programs that
are written using the Bulk Synchronous Programming (BSP)
model. In the BSP model, execution is divided into super-steps.
Each super-step consists of a computation phase followed by a
global communication phase followed by a global barrier. All com-
munication initiated within a super-step completes before the com-
pletion of the synchronous barrier. For such programs, the barrier
provides an opportunity to place a potential checkpoint location.

This protocol is initiated by a coordinator which is typically the
process with rank 0. When the coordinator arrives at its potential
checkpoint location, it makes a decision about whether a check-
point should be taken. It broadcasts its decision in a message to all
the other processes. Based on the decision of the coordinator, either
all processes take a checkpoint at that barrier or they do not.

Note that this broadcast is itself a form of coordination, so it is
not necessary to have an actual barrier in the MPI program. The
barrier protocol is applicable to more programs than those which
stictly adhere to the BSP model. It is sufficient if the program is
SPMD with a repeating super-step structure and if the potential
checkpoint location marks a spot in the super-step at which all
communication calls issued previously have completed.

5.2 Portable MPI State Capture

The MPI library includes a number of opaque objects such as re-
quests, statuses, data types, communicators, etc. The types of these
objects are tied to the MPI implementation and are not portable. On
restart, we need to ensure that these objects are correctly restored
i.e. they represent the state of the communication as it was before
the checkpoint.

To restore opaque objects, our system maintains a log of all op-
erations performed on them. On restart, the log is used to recreate
the objects and replay the operations so they get restored correctly.
The logging mechanism was described in [15] and can be easily
extended for portable checkpointing. Two features require special
attention (i) derived data types and (ii) pack/unpack. Derived data
types allow the user to specify data at non-contiguous locations
by specifying displacements for the constituent locations. When
specified in bytes, these displacements are non-portable. We log
the values of the pointers used in constructing the displacements
for the derived data types. The pointer translation algorithm from
Section 4.1.3 can then be used to obtain the new values of these
pointers and recompute the displacement on the target architecture.
To support heterogenous pack and unpack operations, we imple-
ment our own pack and unpack routines that use a portable format
for the data.

6. Experiments
To evaluate the performance of our system, we used the NAS
parallel benchmarks [12]. We usedf2c to convert the benchmarks
that were written in FORTRAN to C before instrumenting them
with our pre-compiler.

The platforms we used were the following.

• Velocity : 128 node Velocity II cluster at the Cornell Theory
Center running Windows XP. Each node is a Dual Processor
2.4GHz P4 Xeon with 2 GB RAM/Node, 72GB Disk/Node and
512KB Cache/Processor(SMP). The nodes are connected via
Force10 Gigabit Ethernet. We used the GNU C compiler and the
standard Windows threads for running virtual processes. The
native MPI used was MPIPro Version 1.7.0.

• Lemieux : 3000 node Lemiuex cluster at the Pittsburgh Super-
computing Center running TRU64 Unix. Lemieux has quad-

processor 750 Compaq Alphaserver ES45 nodes running at 1-
GHz with 4GB RAM/node, and connected via a Quadrics in-
terconnection network. We used the native HP C compiler and
linked with thepthreads library. The native MPI implementa-
tion on this platform is based upon MPICH and uses ELAN as
the low-level communication library across nodes.

6.1 Selecting Appropriate Number of Physical Processors for
Performance Evaluation

We measured the execution times of the NAS benchmarks on 4
through 128 processors. Our goal is to identify the region around
which the benchmarks perform well so we can evaluate our over-
decomposition system in that region. In this measurement, the
codes are processed byf2c but not by any of our preprocessing
passes. Figure 3 shows the speed-ups, computed relative to running
times on four processors(the size of the problems precludes running
them on fewer processors).

The ep benchmark is embarrassingly parallel and scales per-
fectly. The other benchmarks perform a lot of communication and
so scale to lesser extents depending on the amount of communi-
cation performed. They are also more memory-intensive. Hence,
super-linear speedups are seen initially for some of the applica-
tions. This is because the data set of each process reduces as the
number of processors increases leading to better memory hierar-
chy performance.ft andis communicate almost entirely via col-
lective all-to-all operations. The remaining benchmarks communi-
cate mainly through point-to-point calls.bt, lu andsp do nearest-
neighbor communication.cg performs reduction operations which
are implemented through point-to-point calls in the code.

From Figure 3, we observe that all these applications perform
well in the 16 processor region. Therefore, in the rest of the experi-
ments, we choose to configure the over-decomposed application to
run on 16 processors and evaluate various aspects of our system.

6.2 Performance of Over-decomposition Subsystem

The next set of experiments measure the overheads associated with
over-decomposition, keeping the number of physical processors
(and therefore physical processes) fixed at 16. Table 1 shows how
execution times on 16 processors of Velocity and Lemieux change
as the number of logical MPI processes is varied from 16 to 256.
The amount of over-decomposition therefore varies between 1 and
16.

As the number of logical MPI processes increases, we would
expect the amount of computational work per processor to stay
roughly the same, provided this work is more or less equally dis-
tributed among the processors. However, depending on the bench-
mark, the amount of communication may increase. For benchmarks
like ep that do not perform much communication, we would ex-
pect the execution time to be independent of the degree of over-
decomposition; for benchmarks that perform a lot of communica-
tion, the execution time could increase.

The experimental results in Table 1 are consistent with these
expectations. The execution time ofep is indeed independent of
the degree of over-decomposition. Forbt, is andft, the overheads
are small(less than 5% for 8 or 16-way over-decomposition). The
codesis and ft do only collective communication and our sys-
tem was able to map these into collective operations of the native
MPI as explained in Section 3. For the other codes, the overheads
are more significant. Likebt, these applications communicate pri-
marily using point-to-point calls; however, they send more data per
second.

To understand the overheads of over-decomposition, we mea-
sured how much time was spent in different routines, the num-
ber of context switches, etc., as the degree of over-decomposition
was varied. For lack of space, we consider onlylu. Table 2 shows



Velocity Lemieux
Of = 1 Of = 2 Of = 4 Of = 8/9 Of = 16 Of = 1 Of = 2 Of = 4 Of = 8/9 Of = 16

bt.B 291.0 N/A 275.6 285.9 281.7 211.7 N/A 182.5 188.4 203.5
cg.C 176.0 147.6 194.8 206.0 332.1 140.7 138.2 161.8 170.9 205.2
ep.B 26.7 26.7 26.7 26.7 26.7 20.5 20.5 20.5 20.5 20.5
ft.B 56.0 56.2 56.8 56.3 57.3 44.8 45.5 43.5 41.2 41.8
is.C 20.0 21.0 21.9 21.0 21.0 19.9 19.6 19.0 18.7 20.8
lu.B 161.5 160.3 190.4 231.3 271.9 92.4 107.7 121.0 149.3 168.2
mg.C 54.5 71.5 65.5 70.0 75.4 34.7 41.7 37.0 40.0 43.2
sp.B 253.5 N/A 262.0 285.5 332.9 121.1 N/A 134.4 165.3 188.7

Table 1. Variation of execution time(in seconds) with the degree of over-decomposition(Of ) ranging between 1 and 16 on 16 physical
processors. Forbt andsp, Of can only take values of 1, 4, 9 and 16 because these benchmarks mustrun on a square number of virtual
processes. The other benchmarks must run on a power of 2 numberof threads, so for these codes,Of can take values of 1, 2, 4, 8 and 16.
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Figure 3. NAS speed-ups on Lemiuex and Velocity clusters

the measurements for various degrees of over-decomposition. The
overheads attributed to code instrumentation for making globals
thread-local was negligible(less than 1%) and so we do not show
that.

Most of the time is spent computing and communicating
(Tbench). Computing time may go up as the degree of over-
decomposition is increased because the data cached by a given
thread may be evicted by the execution of other threads. The
amount of communication can also increase, as is shown in Ta-
ble 2. The cost of context-switching between threads contributes a
small amount to the overheads. The time spent blocking for mes-
sages initially decreases and then increases. The decrease may be
attributed to the ability to switch to some other thread which is
ready to compute. ForOf > 4, this benefit is offset by the in-
crease in communication to the extent that the application cannot
find enough computation to overlap with the communication.

It is important to note that the assignment of logical MPI
processes to physical processors can affect performance; forexam-
ple, the number of network messages depends on this assignment.
In allocating threads to processors, we used the block distributions
for bt, ep, ft, is andmg. We used block-cyclic distributions for
bt, lu andsp since these performed better than the block distribu-
tion. We are experimenting with more elaborate heuristics such as
co-locating threads that communicate a lot with each other.

6.3 Performance of Checkpointing System

In this section, we measure the overheads incurred by our check-
pointing system. Since these overheads are orthogonal to those in-
curred by over-decomposition, we restrict the over-decomposition
factor to 1 for this subsection. We evaluated our system on 4, 16, 64
and 256 processor jobs. For lack of space, we show running times
for only some of the configurations we explored.

Table 3 shows the sizes of checkpoints for 64 processor con-
figurations on Lemiuex. Figures 4(a) and (b) shows the running
times on Lemieux and Velocity respectively. For each benchmark,
we show the running time of the original application (Baseline),
the running time of the instrumented application without taking
any checkpoints (PC3(0ckpt)), the running time of the instru-
mented application taking one checkpoint (PC3(1ckpt)), and the
running time of the application taking one checkpoint and restart-
ing immediately from it(PC3(1ckpt + restart)). The overhead
of instrumentation can be determined by subtracting the time for
Baseline from the time for0ckpt. The overhead of taking a check-
point can be inferred by subtracting the time for0ckpt from the
time for1ckpt. The time spent in restarting from a checkpoint can
be obtained by subtracting the time for1ckpt from the time for
1ckpt + restart.



Of Ttot Tbench Tblock Tcsw Ncsw Nloc msg AvgSizloc msg Nnw msg AvgSiznw msg

1 161.5 117.9 43.6 0.0 0 0 N/A 53500 2.9K
2 160.3 119.3 38.5 2.5 67420 50508 3.1K 78750 2.0K
4 190.4 142.1 42.7 5.6 254815 202024 1.5K 104000 1.5K
8 231.3 165.8 55.5 10.0 596097 505056 1.3K 154000 1.1K
16 271.9 185.0 68.9 18.0 1341041 1212120 0.8K 204000 0.8K

Table 2. Detailed performance breakdown for lu on 16 physical processors on Velocity for various degrees of over-decomposition(Of ). The
total execution time(Ttot) is broken down into times spent in benchmark execution (Tbench), blocking on network messages (Tblock) and
context switches (Tcsw). All times are in seconds. Also tabulated are the number of context switches(Ncsw), the number and average size of
local or intra-process messages(Nloc msg andAvgSizloc msg) and the corresponding values for network of inter-process messages(Nnw msg

andAvgSiznw msg).

bt.C cg.C ep.D ft.C is.C lu.C mg.C sp.C
76.5 42.5 1.1 117.5 37.8 16.5 456.9 40.1

Table 3. Checkpoint sizes in MB per processor for 64 processor
runs on Lemieux.

As can be observed from the graphs, the instrumentation over-
heads are negligible for all the benchmarks. This implies that the
checkpointing system causes little slowdown to the normal execu-
tion of the program. The overheads of state-saving depend only on
the size of the checkpoints and the frequency of checkpointing. In
these measurements, all checkpoints were stored on the local disk
of each processor. In general, the overheads are small and are no-
ticeable only formg andft on the larger configurations since the
size of their checkpoints is large relative to the execution time of
the application. For typical checkpointing frequencies such as once
per hour, we expect state-saving costs to be manageable.

6.4 Migration Flexibility

HeterogeneityTo test the porting of parallel jobs between differ-
ent platforms, we restarted Lemieux checkpoints on the Windows
cluster, using IBP [13] to move data between the sites. Figure 4(b)
shows the time required to restart 64 processor Lemieux check-
points locally on Velocity and run to completion, compared to the
time required if native Velocity checkpoints were used. The cost of
translating the state can be seen to be negligible. In our experience,
the major bottleneck in this style of utility computing is the cost
of transferring data between sites which varied from a few minutes
to many hours depending on the size of the checkpoints. To reduce
this cost, it is imperative to reduce the amount of saved state, and
to find faster solutions for transferring data between platforms.

Restarting on Different Number of ProcessorsTo demonstrate
the flexibility afforded by restarting on different numbers of proces-
sors, we used 16 processors on the Velocity cluster to start up jobs
with 128 or 144 logical MPI processes, and took checkpoints in
the middle of their execution. We used those checkpoints to restart
on 8, 12, 16, 20, 24, 28 and 32 Velocity processors. We repeated
the same experiments on the Lemieux cluster. Figure 5 shows the
speed-up relative to 8 processors as the number of physical proces-
sors is increased. Apart fromcg on Velocity, the execution times
decrease as more processors are used. Forep which is embarrass-
ingly parallel, we obtain near perfect speedups. For the other bench-
marks which have more communication, the speedups obtained are
less than perfect and the exact value depends on the nature of com-
munication and synchronization, which do not scale perfectly for
the benchmark.

For cg on Velocity, we obtain speedups when the load (con-
sisting of 128 threads) is perfectly balanced as is the case with 8,
16 and 32 processors. However, the performance of the application

deteriorates when the load is not perfectly balanced. We suspect
that this may be attributable to the base MPI implementation on the
platform because the performance ofcg on the base MPI is itself
somewhat anomalous as can be seen in Figure 3. This anomaly is
not observed on Lemieux.

7. Related Work
ThePC3 system described in this paper builds upon theC3 sys-
tem [2] which integrated application-level checkpointing with a co-
ordinated non-blocking protocol to checkpoint MPI applications.
TheC3 checkpointer used mechanisms to ensure that objects were
located at the same virtual memory addresses on restart thus per-
mitting objects to be copied without need for pointer translation on
the same architecture.PC3 extends theC3 checkpointer by using
type information to restart on a different architecture, a feature that
C3 could not support. The coordinated non-blocking protocol de-
scribed in [2] was extended to support collective MPI operations
in [3]. A scalable implementation of the protocol was provided
in [15]. This paper describes three significant advances over our
previous work, (a) the design of a lightweight virtual MPI system
that supports efficient over-decomposition using threads allowing
restart on a different number of processors, (b) the incorporationof
techniques for enabling heterogeneous Application-Level Check-
pointing, and (c) experimental results that demonstrate that (a) and
(b) do not add significant overheads to the base application.

AMPI [6] and TMPI [18] are examples of other systems
that provide support for over-decomposition. AMPI relies on the
CHARM++ framework to support automatic load-balancing. To
support transparent thread migration, it requires that a given thread
always start at the same address and so it partitions the virtual ad-
dress space across all the threads. For applications with a large
number of threads, this could become a limitation, especially on
32 bit platforms. Since, our system recomputes all the pointer ad-
dresses, it does not have this restriction. Also, our pre-compiler
provides support for portable checkpointing in a transparent fash-
ion, a feature that none of these systems currently support. TMPI
changes the internals of MPICH to support thread endpoints. It
cannot leverage other implementations of MPI that may be efficient
for the target platform. Further, it does not provide any support for
checkpointing.

Alvisi et al [10] is a good survey of work on checkpointing
and related techniques like message-logging. Most checkpointing
systems in the literature use system-level checkpointing (SLC), so
they do not provide a solution to the problem of moving state be-
tween heterogenous platforms. The most commonly used check-
pointing system in grid environments is Condor [11], which takes
system-level checkpoints of sequential programs. Condor provides
support for heterogeneous migration, provided the application is
written in Java, by leveraging the portability of the JVM. This ap-
proach is problematic for legacy high performance codes written in



(a) Velocity

(b) Lemieux

(c) Lemieux to Velocity

Figure 4. Overheads of checkpointing on 64 processors. Figures
(a) and (b) shows the overheads on Lemieux and Velocity respec-
tively. Figure (c) compares the overhead of restarting on Veloc-
ity from a checkpoint taken from Lemiuex as opposed to a native
checkpoint.

C and Fortran. CoCheck[17] leverages SLC to checkpoint MPI ap-
plications by providing mechanisms to coordinate distributed state.
However, it has not been integrated with the JVM approach to pro-
vide a solution for heterogeneous migration of MPI programs.

Previous systems for portable checkpointing of C programs in-
clude Porch [14], April [4], HPCM [8], MigThread [9] and Tui [16].
These systems use type-information similar toPC3 although the
details of their implementation are different. Of these, Porch, April,
HPCM and MigThread use an automated pre-compiler approach.
The Tui system relies on modifications made to the compiler to
extract type information. With the exception of April, none of
these systems handle MPI programs. The April compiler was com-
bined with a fault-tolerant MPI implementation to checkpoint MPI
applications for the Legion system. However, support for over-
decomposition was not provided.

SRS [19] is a checkpointing infrastructure that uses the Inter-
net Backplane Protocol [13] for storing and migrating checkpoints.
Its allows the programmer to manually specify the data that needs
to be shared as well as its distribution. On recovery, the system
uses this information to recover on a potentially different num-
ber of processors. The Dome system [1] is a C++ library of data-
parallel objects that supports checkpointing and restart using ap-
plication level checkpointing. All objects that need to be check-
pointed should be defined as special Dome objects capable of sav-
ing their state in portable XDR format. Legion [7] is another sys-
tem that provides naming and location services so that applications
programs can be written without any awareness of where objects
reside. To allow objects to be migrated between heterogenous re-
sources, Legion requires that every object providesave state()
andrestore state() methods. The legacy applications that we
are targeting are not written using these frameworks.

8. Conclusions
In this paper, we have described thePC3 system for migrating C
MPI programs in computational grids.PC3 provides an efficient
virtual MPI that uses threads as its endpoints to enable efficient re-
distribution of load on restart to a different number of processors.
ThePC3 pre-compiler automatically transforms the input program
to save its own state making its use transparent to the application
programmer. The system uses type information to save the state
of the MPI processes in a portable manner, and uses either barrier
or non-blocking protocols for coordinating the MPI state. Our ex-
perimental results indicate that the overheads of checkpointing are
less than 2% on average for the benchmarks used in the paper. The
overheads caused by over-decomposition, though high for some ap-
plications, provides them with additional flexibility for migration.

In future work, we plan to explore the effect of alternative
scheduling policies on performance. We also plan to study how
communication pattern information can be exploited to obtain bet-
ter strategies for load distribution. We would like to evaluate our
system on applications that have more irregular and asynchronous
communication. Our eventual goal is to extend our system so that
it can handle all of MPI in an efficient and scalable manner.

The sizes of MPI checkpoints can get very large as the prob-
lem sizes and the number of processors are increased(as high as
100GB). The major bottleneck to mobility is in transferring these
large checkpoints over the network. One way to reduce the check-
point size is to save only the live objects. Further, some objects may
be recomputed cheaply on recovery and so need not be included in
the checkpoint. We are investigating static analyses that can iden-
tify such objects. We are also interested in technological solutions
for improving transfer bandwidth.
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Figure 5. Speedups (relative to 8 processors) obtained by restarting on different numbers of physical processors. The times measured are
the execution times after restoring data from a checkpoint taken midway in the application run originally on 16 processors.
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