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Abstract
Outside of computational science, most problems are formulated
in terms ofirregular data structures such as graphs, trees and sets.
Unfortunately, we understand relatively little about the structure of
parallelism and locality in irregular algorithms. In this paper, we
study several algorithms for four such problems: discrete-event sim-
ulation, single-source shortest path, breadth-first search, and mini-
mal spanning trees. We show that these algorithms can be classified
into two categories that we callunorderedandordered, and demon-
strate experimentally that there is a trade-off between parallelism
and work efficiency: unordered algorithms usually have more par-
allelism than their ordered counterparts for the same problem, but
they may also perform more work. Nevertheless, our experimental
results show that unordered algorithms typically lead to more scal-
able implementations, demonstrating that less work-efficient irregu-
lar algorithms may be better for parallel execution.

Categories and Subject Descriptors:
D.1.3 [Programming Techniques] Concurrent Programming –
Parallel ProgrammingD.3.3 [Programming Languages] Lan-
guage Constructs and Features –Frameworks

General Terms:Algorithms, Languages, Performance

Keywords: Irregular Algorithms, Amorphous Data-parallelism,
Parallel Breadth-first Search, Single-Source Shortest Path, Discrete-
Event Simulation, Minimal Spanning Tree, Multicore processors,
Galois system.

1. Introduction
Over the past two decades, the parallel programming community
has acquired a deep understanding of the patterns of parallelism and
locality in regular, dense matrix algorithms. These insights have led
to the development of many languages, tools and techniques that
have made it easier to develop high-performance implementations
of regular algorithms [5, 14, 26].

Outside of computational science, most problems areirregular
since the underlying data structures are pointer-based data structures
such as trees and graphs. At present, we have few insights into the
structure of parallelism and locality in irregular algorithms, and this
has stunted the development of techniques and tools for program-
ming these algorithms in parallel [6]. A major complication is that
dependences in irregular algorithms are functions of runtime data
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values such as the inputs to the program. Therefore, in general, one
cannot generate a useful static dependence graph for an irregular
algorithm, and it is not possible to come up with asymptotic esti-
mates of parallelism in terms of the size of the problem (in contrast,
we can say that there areO(N3) scalar multiplications that can be
done concurrently when multiplying twoN×N dense matrices, for
example).

In previous work, we have shown that these problems can be
circumvented by taking adata-centricview called theoperator
formulation of algorithmsin which an algorithm is expressed in
terms of its action on data structures [27]. In graph algorithms,
the unit of action is the application of an operator to anactive
node, which is a site in the graph where computation needs to be
performed. Usually, there are many active nodes in a graph and
there may be ordering constraints in the processing of these nodes.
In unorderedalgorithms such as Delaunay mesh refinement and
preflow-push maxflow computation, active nodes can be processed
in any order; inorderedalgorithms such as event-driven simulation,
there is a (partial) order on active nodes that dictates the order
in which these nodes must be processed. Applications formulated
in this way can be executed in parallel by processing multiple
active nodes speculatively [20]. This parallelism, which is called
amorphous data-parallelism[27], can be exploited by the Galois
system, described in more detail in Section 2.

Although many irregular problems can be solved using both
ordered and unordered algorithms, the trade-offs between these al-
gorithms are not well understood. In this paper, we study ordered
and unordered algorithms for four irregular problems: breadth-
first search, discrete-event simulation, minimal spanning tree, and
single-source shortest path. This paper makes the following contri-
butions.

• We show that contrary to popular belief, many ordered algo-
rithms exhibit substantial amorphous data-parallelism.

• We find that for the same problem, unordered algorithms have
shorter critical paths than ordered algorithms, but may perform
more work than ordered algorithms do. Unless care is taken, the
amount of additional work may grow with the number of threads
used to the execute the program, so it is not always obvious what
the best parallel algorithm is for a given problem.

• Fortunately, careful scheduling of computations in unordered al-
gorithms can limit the amount of extra work performed by these
algorithms. This allows us to produce scalable parallel imple-
mentations of unordered algorithms. However, we do not cur-
rently have effective techniques for producing scalable imple-
mentations of ordered algorithms.

The rest of this paper is organized as follows. Section 2 reviews
amorphous data-parallelism and the Galois and ParaMeter systems.
Section 3 describes ordered and unordered algorithms for breadth-
first search, single-source shortest path, discrete-event simulation,
and minimal spanning tree, and reports measurements of the amount
of amorphous data-parallelism in these algorithms. Section 4 dis-



Figure 1. Amorphous data-parallelism in graph algorithms. Dark
colored nodes areActivenodes and shaded regions areNeighbor-
hoods. i1, ..., i4 areActivities

cusses implementation issues for ordered and unordered algorithms.
Section 5 presents experimental results obtained by running efficient
implementations of unordered algorithms on a multicore processor.
Section 6 discusses related work. Section 7 summarizes our conclu-
sions.

2. Amorphous data-parallelism

We use the graph shown in Figure 1 to explain the operator for-
mulation of irregular algorithms, and introduce the Galois system.
At each point during the execution of such an algorithm, there are
certain nodes or edges in the graph where computation might be per-
formed. Performing a computation may require reading or writing
other nodes and edges in the graph. The node or edge on which a
computation is centered is called anactive element, and the compu-
tation itself is called anactivity. It is convenient to think of an ac-
tivity as resulting from the application of anoperator(graph trans-
former) to the active element. The set of nodes and edges that are
read or written in performing the activity is called theneighbor-
hoodof that activity. In Figure 1, the filled nodes represent active
nodes, and shaded regions represent the neighborhoods of those ac-
tive nodes. In some algorithms, activities may modify the graph
structure of the neighborhood by adding or removing graph ele-
ments. To keep the discussion simple, we assume from here on that
active elements are nodes, unless otherwise stated.

In general, there are many active nodes in a graph, so a sequential
implementation must pick one of them and perform the appropriate
computation. In unordered algorithms, such as the BFS algorithm
in Figure 3, the implementation can pickany active element for
execution. In ordered algorithms, such as the BFS algorithm in
Figure 2, there are ordering constraints on the processing of active
nodes.

Opportunities for exploiting parallelism in irregular algorithms
arise as follows. If there are many active nodes at some point during
the computation, each one is a site where a thread can perform com-
putation,subject to neighborhood and ordering constraints. When
active nodes are unordered, the neighborhood constraints must en-
sure that the output produced by executing the activities in parallel
is the same as the output produced by executing the activities one at
a time in some order. For ordered algorithms, this order must be the
same as the ordering on active nodes. Given a set of active nodes and
an ordering on them, amorphous data-parallelism is the parallelism
that arises from simultaneously processing active nodes, subject to
these constraints.

2.1 The Galois system

The Galois system is an implementation of these abstractions that
enables the exploitation of amorphous data-parallelism on multicore
processors [20]. We summarize the main points of this system to
make the paper self-contained.

Irregular algorithms can be formulated as iteration over a work-
set of active nodes. Galois introduces two constructs calledGalois
set iteratorsfor specifying iteration over unordered and ordered sets.
These iterators are similar to conventional set iterators, butthey per-
mit new elements to be added to a set while it is being iterated over.

• Unordered-set iterator: foreach (e: Set S) do B(e)The loop
body B(e) is executed for each element e of set S in some
arbitrary order. The execution may add new elements to S.

• Ordered-set iterator: foreach (e: OrderedSet S) do B(e)Sim-
ilar to the unordered set iterator, except a sequential implemen-
tation must choose a minimal element from S in every iteration
and the ordering is specified by a user provided comparator.

Note that these iterators have well-defined sequential semantics.
In addition, the unordered set iterator expresses the fact that active
elements can be processed in any order.

All concurrency control is performed in a library of concurrent
data structures similar to the Java collections library, containing
concurrent implementations of common data structures like graphs.
The library also provides implementations of parallel unordered and
ordered sets for implementing Galois set iteration in parallel.

In the baseline execution model, the graph is stored in shared-
memory, and active nodes are processed by some number of threads.
A free thread picks an arbitrary active element from the workset and
speculatively applies the operator to that element, making calls to
the graph class API to perform operations on the graph as needed.
The neighborhood of an activity can be visualized as a blue ink-blot
that begins at the active element and spreads incrementally when-
ever a graph API call is made that touches new nodes or edges.
To ensure that neighborhood constraints are respected, mechanisms
similar to those used in thread-level speculation or software trans-
actional memory can be used in principle [7, 9, 16, 29]. Each graph
element has an associated logical lock that must be acquired before
a thread can access that element. Locks are held until the activity ter-
minates. Lock manipulation is performed by the code in the graph
API call, not in the application code. If a lock cannot be acquired
because it is already owned by another thread, a conflict is reported
to the runtime system, which rolls back one of the conflicting ac-
tivities. To enable rollback, each graph API method that modifies
the graph recordsundoinformation,i.e., copies of the old data. Like
lock manipulation, rollbacks are a service provided by the library
and runtime system.

If active nodes are not ordered, the activity terminates when
the application of the operator is complete and all acquired locks
are released. If active nodes are ordered, active nodes can still be
processed in any order, but they must commit in serial order. This
can be implemented using a data structure similar to a reorder buffer
in out-of-order processors [20]. In this case, locks are released when
the activity commits.

2.2 ParaMeter

One measure of amorphous data-parallelism in the execution of an
irregular algorithm for a given input is the number of active nodes
that can be processed in parallel at each point during the execu-
tion if one had perfect knowledge of neighborhood and ordering
constraints. This is called theavailable parallelismat each step of
computation, and a plot showing the available parallelism of an ir-
regular algorithm for a given input is called aparallelism profile.
Intuitively, this is the parallelism in the execution of the program,
assuming that (i) each activity takes one time unit, (ii) there is an
unbounded number of processors, and (iii) active nodes are sched-
uled greedily (neighborhood conflicts between activities of the same
priority are resolved by rolling back one of the conflicting activities,
chosen at random). In principle, the precise shape of the parallelism
profile may depend on how neighborhood conflicts are resolved, but



in practice, the parallelism profiles are fairly robust with respect to
this choice. The total number of computation steps needed to exe-
cute an algorithm for a given input reflects the critical path length in
this model.

In this paper, we present parallelism profiles generated by the Pa-
raMeter tool [21]. In studying these profiles, it is important to note
that ParaMeter considers conflicts only the abstract data type level;
in particular, if the neighborhoods of two activities are disjoint, Pa-
raMeter assumes that there are no conflicts between them. There-
fore, these profiles are independent of the concrete representation of
the graph.

3. Case studies
This section presents ordered and unordered algorithms for four
irregular problems: breadth-first search, single-source shortest-path
computation, discrete-event simulation, and minimal spanning tree
computation.

3.1 Breadth-First Search

Breadth-first search (BFS) of undirected graphs starts from aroot,
and explores all the neighbors of this node before exploring their
neighbors,etc. One formulation of BFS is that it computes a value
called level for each noden such thatlevel(n) is the number of
edges on the shortest path from the root ton.

1 Graph g = /∗ read i n graph ∗ /
2 OrderedWorkSet ows ; / / ordered by l e v e l
3 ows . add ( roo t ) ; / / r oo t has l e v e l 0
4 foreach (Node n : ows ) {
5 i n t l e v e l = n . getLeve l ( ) + 1 ;
6 for (Node m: g . neighbors ( n ) ) {
7 i f (m. getLeve l ( ) == INF ) { / / not v i s i t e d
8 m. setLeve l ( l e v e l ) ;
9 ows . add (m) ; / / add to ows to update neighbors

10 } } }

Figure 2. Ordered BFS algorithm

Figure 2 shows pseudocode for the standard BFS algorithm.
Initially, the level of the root is set to zero, and thelevel of all
other nodes is set to∞ (this can be done while reading in the
graph). The algorithm maintains a workset of nodes,ows, ordered
by level. Initially, only the root noderoot is in the workset. Each
iteration of the loop removes a noden from the workset and visits
the neighbors ofn. If a neighbor has not been visited before,i.e., its
level is infinity, its level is set tolevel(n)+1, and it is added to the
workset. The algorithm terminates when the workset is empty. This
is anorderedalgorithm because the workset must be processed in a
particular order (in this case, in level order).

1 Graph g = /∗ read i n graph ∗ /
2 WorkSet ws ;
3 ws . add ( roo t ) ;
4 foreach (Node n : ws) {
5 for (Node m: g . neighbors ( n ) ) {
6 i n t l e v e l = n . getLeve l ( ) + 1 ;
7 i f ( l e v e l < m. getLeve l ( ) ) { / / can be re laxed
8 m. setLeve l ( l e v e l ) ;
9 ws . add (m) ; / / add to the ws to update neighbors

10 } } }

Figure 3. Unordered BFS algorithm

A different algorithm can be obtained by noticing that thelevel
of a node is a local minimum in the graph,i.e., thelevel of a node
(except for the root) is one higher than the minimumlevel of its
neighbors. Hence, the computation oflevel for noden can be de-
scribed by the following fixpoint system.
Initialization:
level(root) = 0; level(k) = ∞, ∀k other than root

Fixpoint computation:
level(n) = min(level(m) + 1, ∀m ∈ neighbors of n)

Because of this property, it is possible to process the nodes from the
workset in any order, thus yielding an unordered algorithm in which
multiple nodes can be processed in parallel. The pseudocode is given
in Figure 3. The ordered workset is replaced with an unordered set
from which an arbitrary element can be selected. In the unordered
algorithm, it may happen that a node is temporarily assigned a
level that is higher than the final value. However, thelevel will
monotonically decrease until it reaches the correct value. Whenever
a thread updates thelevel of a node, it adds that node to the workset
so that its neighbors can be updated if necessary. The algorithm
finishes when the workset is empty. The unordered algorithm may
execute more iterations than the ordered algorithm; exactly how
many more depends on the scheduling policy implemented in the
workset. We discuss this in more detail in Section 5.

Figure 4. BFS example. The root noder and nodea have been
processed from the workset (colored black). The nodes in grey are
currently active and in the workset. The nodes in the ordered workset
are ordered by their level.

The monotonicity of updates in the unordered BFS algorithm
enables an important optimization: there is no need to keep undo
information for the updates performed by multiple threads on a node
as long as the updates are atomic and visible to all the threads.
Since only a single value is updated, this update can be implemented
efficiently using an atomic primitive like compare-and-swap (CAS),
and there is no need to use abstract locks for conflict detection.

3.1.1 BFS: Available parallelism

For our BFS experiments, we used a randomly connected undirected
graph containing 4 million nodes and approximately 36.8 million
edges. The degree of each node is chosen randomly in the range
[10, 20]. Figure 5 shows the parallelism profiles produced by Pa-
raMeter for the unordered and ordered BFS algorithms. The un-
ordered algorithm has a critical path of just eight computation steps,
whereas the ordered algorithm has a critical path that is more than
25 times as long. Our implementation of unordered algorithm uses
CAS operations instead of abstract locks, which is why ParaMeter
does not report any neighborhood conflicts. At every computation
stepi, all nodes at leveli are processed and the nodes at leveli+ 1
become active. Thus, in a graph with average degreed, the avail-
able parallelism increases roughly asdi. In the ordered algorithm,
the available parallelism also increases but more slowly because of
the ordering constraints and neighborhood conflicts. Nevertheless,
there is substantial parallelism even in the ordered version. Both
versions perform 4 million iterations (one iteration per node). There
is no wasted work performed by the unordered version because the
schedule used by ParaMeter ends up being the same as the schedule
used by the ordered version; other schedules may perform wasted
work.

3.2 Single-Source Shortest Path

The single-source shortest-path problem (SSSP) finds the shortest
paths from a given source node to all other nodes in a graph with
weighted edges. The edge weights represent the distance between
adjacent nodes. SSSP computes a distanced(n) for every noden in
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(b) Ordered BFS algorithm

Figure 5. BFS parallelism profiles of a random graph with 4M
nodes and approximately 36.8M edges

the graph such thatd(n) equals the distance from the source node to
n along the shortest path. The distances of all nodes other than the
source node are initialized to∞, and then iteratively reduced to the
correct value. BFS can be seen as a special case of SSSP in which
all edge weights are 1.

A well-known ordered algorithm for computing SSSP is Di-
jkstra’s algorithm, presented in Figure 6. Conceptually, the algo-
rithm grows a shortest-path subtree of nodes and examines the
edges crossing the cut between the nodes in the tree and the rest
of the graph. For each edge(n,m) crossing the cut, it adds a pair
< m, distance > to the workset, wheredistance = d(n) +
weight(n,m). The workset is ordered by thedistance of each
pair. Initially, the tree contains only the source node as the root,
and the workset contains tuples corresponding to the neighbors of
the source node. The algorithm repeatedly removes the pair with the
minimum distance from the workset and, if the corresponding node
has not already been visited, updates the node’s distance and adds
< neighbor, distance > pairs to the workset for each of its neigh-
bors. Note that the distance of each node is updated exactly once
and that< node, distance > pairs that refer to different nodes can
be processed in parallel. However, any change made to the distance
of a node must remain speculative until the distance becomes the
minimum in the workset because a pair that is processed later may
produce a shorter distance for a node than an earlier pair did.

1 Graph g = /∗ read i n graph ∗ /
2 OrderedWorkSet ows ; / / ordered by d is tance
3 for (Node m: g . neighbors ( roo t ) ) {
4 ows . add(<m, g . edgeWeight ( root , m)>) ;
5 }
6 foreach ( Pa i r <node , d i s t >: ows ) {
7 i f ( node . ge tD i s t ( ) == INF ) { / / not v i s i t e d before
8 node . s e t D i s t ( d i s t ) ;
9 for (Node m: g . neighbors ( node ) ) { / / c reate tup les

10 i f (m. ge tD i s t == INF ) { / / f o r u n v i s i t e d neighbors
11 ows . add(<m, d i s t + g . edgeWeight ( node , m)>) ;
12 } } } }

Figure 6. Dijkstra’s ordered SSSP algorithm

To derive the unordered algorithm, we note that shortest distance
from the source to each node in the graph can be computed using
the following fixpoint system.
Initialization:
d(root) = 0; d(k) = ∞, ∀k other than root

Figure 7. Dijkstra on sample graph. Tuple< a, 4 > has been
processed from the workset (shown in black). Tuples corresponding
to the edges crossing the cut are in the workset and shown in grey.

Fixpoint computation:
d(n) = min(d(m)+w(m,n), ∀m ∈ incoming neighbors of n)

wherew(m,n) is the edge weight,i.e., the distance betweenm and
n. This observation yields an unordered algorithm for SSSP that is
essentially the Bellman-Ford algorithm [4, 12, 15]. A node may be
updated multiple times, but its distance is guaranteed to decrease
monotonically to the correct value. Figure 8 shows the pseudocode
for the unordered algorithm based on the fixpoint equation. Initially,
the workset contains only the source node. In every step, the al-
gorithm removes a node from the workset and tries to reduce the
distance of each outgoing neighbor. If the distance of a neighbor is
reduced, this neighbor is added to the workset. Hence, the work-
set always contains the nodes whose neighbors may need to be up-
dated. The algorithm terminates when no more updates have to be
performed. In both the ordered and the unordered algorithms, the
neighborhood consists of the neighbors of the node being updated
and the node itself.

1 Graph g = /∗ read i n graph ∗ /
2 WorkSet ws ;
3 ws . add ( roo t ) ;
4 foreach (Node n : ws) {
5 for (Node m: g . neighbors ( n ) ) {
6 i n t d i s t = n . ge tD i s t ( ) + g . edgeWeight ( n , m) ;
7 i f ( d i s t < m. ge tD i s t ( ) ) { / / can be re laxed
8 m. s e t D i s t ( d i s t ) ;
9 ws . add (m) ; / / add to ws to update neighbors

10 } } }

Figure 8. Unordered SSSP algorithm

3.2.1 SSSP: Available parallelism

Figure 9 shows the parallelism profile for the ordered and unordered
SSSP algorithms. The input is a directed graph representing the road
network of Florida [1]. The graph contains 1.07 million nodes and
2.68 million edges. The edge weights reflect the distances between
adjacent locations. Like the unordered BFS implementation, the
implementation of the unordered algorithm does not use logical
locks. The available parallelism initially increases exponentially
because, at each step, all nodes in the workset can be processed in
parallel without conflicts. This results in a shorter critical path for
the unordered algorithm. The available parallelism drops when the
algorithm runs out of nodes to process. Dijkstra’s ordered algorithm
also shows significant parallelism, almost 20 parallel activities on
average, but it has a critical path that is over 30 times longer. Note
that it executes roughly 50 times fewer activities than the unordered
algorithm (1.34 million compared to 68.06 million). Because active
nodes cannot be committed until they become the highest priority
nodes in the system, the available parallelism in Dijkstra’s algorithm
increases slowly and intermittently drops to low values.
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(b) Dijkstra’s ordered SSSP algorithm

Figure 9. SSSP parallelism profiles of the road network of Florida
containing 1.07M nodes and 2.68M edges

3.3 Discrete-Event Simulation

In discrete-event simulation (DES), the goal is to simulate a physical
system consisting of one or more processing stations that operate au-
tonomously and interact with other stations by sending and receiv-
ing messages. Such a system can be modeled as a graph in which
nodes represent processing stations and edges represent communi-
cation channels between processing stations along which messages1

can be sent. In most applications such as circuit or network simula-
tion, a processing station interacts directly with only a small number
of other processing stations, so the graph is sparse.

1 Graph g = /∗ read i n graph ∗ /
2 OrderedWorkSet ows ;
3 ows . add ( i n i t i a l E v e n t s ) ; / / ordered by timestamp
4 foreach ( Event e : ows ) {
5 Sta t i on s = e . ge tS ta t i on ( ) ; / / t a r g e t s t a t i o n
6 L i s t newEvents = s . s imu la te ( e ) ; / / newly created
7 ows . add ( newEvents ) ; / / events are added to the ows
8 }

Figure 10. Ordered DES algorithm

Figure 10 shows the pseudocode for the ordered discrete-event
simulation algorithm. An ordered workset holds the pending events,
ordered by their timestamps. In each step, the earliest message in
the workset is removed, and the action of the receiving station is
simulated. This may cause other messages to be sent at future times.
If so, these messages are added to the workset. In principle, paral-
lelism can be exploited in discrete-event simulation by processing
multiple events from the workset concurrently. However, the condi-
tions for non-interference of these activities are fairly complex. In
Figure 11, there are two events in the workset for stations A and C,
but it may or may not be legal to process them in parallel. If sta-
tion A processes the event at its input and produces an event with
timestamp 3, which is then processed by station B and B produces
an event with timestamp 4, that event must be processed by station
C before it processes the event with timestamp 5 and there are no
opportunities for parallel execution. However, if the event produced
by station B has a timestamp greater than 5, it is legal to process the
two events, arriving at A and C, in parallel. Whether two events can
be processed in parallel at a given point depends on what happens
later in the execution.

1 We use the termsMessageandEventinterchangeably in this discussion

A B
C2

5

A B
C

5

4

A B
C

5

6

✔

✕

Figure 11. Discrete-event simulation. A, B and C are processing
stations. A and C have incoming events with timestamps 2 and
5, respectively. Whether A and C can process events in parallel
depends on the events generated by A (and B)

Chandy and Misra [8] proposed an unordered algorithm for DES
in which additional messages called NULL messages are sent to
permit stations to decide locally whether it is safe to process a given
event. In this algorithm, a station can process events only after it
has received events on all of its inputs, at which point it determines
a set ofReady Events. Let Ti be the timestamp of the latest event
received on inputi of a station. Then the set of Ready Events is
{Event e | timestamp(e) ≤ min(Ti ∀i)}. The key observation
is that the events received on an input always have monotonically
increasing timestamps. A station can therefore safely process all
events in the Ready Events set because it will never receive an event
with a timestamp lower thanmin(Ti). A station with a non-empty
Ready Events set is called anactivestation. When a station sends
a message with timestampT to one of its neighbors, it also sends
a NULL message with timestampT to its other neighbors. When a
station processes an incoming NULL message, it sends out NULL
messages (with timestamps incremented by its processing time) to
all of its neighbors.

Figure 12 shows the pseudocode for the unordered DES algo-
rithm. The nodes corresponding to active stations are stored in an
unordered workset. The call tosimulate() computes and pro-
cesses the Ready Events. The outgoing neighbors that have become
active are added to the workset. The algorithm terminates when
there are no active stations left.

1 Graph g = /∗ read i n graph ∗ /
2 WorkSet ws ;
3 ws . addAl l ( g . readyNodes ( ) ) ; / / nodes wi th i n i t i a l events
4 foreach (Node n : ws) {
5 Sta t i on s = n . ge tS ta t i on ( ) ;
6 s . s imu la te ( ) ; / / process ready events
7 for (Node m: g . neighbors ( n ) ) {
8 i f (m. i s A c t i v e ( ) ) / / has non−empty ready−events set
9 ws . add (m) ;

10 } }

Figure 12. Chandy-Misra’s unordered DES algorithm

3.3.1 DES: Available parallelism

We show the parallelism profile for Chandy-Misra’s unordered and
the ordered DES algorithms in Figure 13. The input is a6 × 6 tree
multiplier circuit represented as a directed graph with 688 nodes
and 1266 edges; its simulation involves processing 699,621 events.
The active elements in the ordered and the unordered algorithms are
very different. When a node executes in the unordered algorithm,
it processes all the events in its Ready Set, and this is counted as a
singleactivity. In the ordered algorithm, the processing of each event
is an activity. The unordered algorithm has a critical path that is
more than 1000 times shorter than that of the ordered algorithm, and
it executes fewer activities (688 compared to 699,621); however, this
difference is an artifact of the different notions of activity in the two
algorithms. The shape of the available parallelism curve depends on
the input. Here, the graph represents a circuit with a small number
of inputs and outputs but a substantial amount of circuitry in the



“middle”. Thus, the available parallelism increases rapidly and then
gradually drops off.
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(a) Chandy-Misra’s unordered DES algorithm
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(b) Ordered DES algorithm

Figure 13. DES parallelism profiles of a6 × 6 tree multiplier with
688 nodes and 699,621 events

3.4 Minimal Spanning Tree

MST algorithms compute a minimal-weight spanning tree of a
weighted, undirected graph. We study Prim’s and Kruskal’s algo-
rithms, which are ordered, and Boruvka’s algorithm, which is un-
ordered.

1 Graph g = /∗ read i n graph ∗ /
2 OrderedWorkSet ows ; / / ordered by weight
3 for (Node m: g . neighbors ( roo t ) ) {
4 / / t up l e <node , parent , weight>
5 ows . add(<m, root , g . edgeWeight ( root , m)>) ;
6 }
7 foreach ( Tuple <n , parent , weight>: ows ) {
8 i f ( n . getWeight ( ) == INF ) { / / not v i s i t e d
9 n . setWeight ( weight ) ;

10 n . setParent ( parent ) ;
11 for (Node m: g . neighbors ( n ) ) { / / c reate tup les f o r
12 i f (m. getWeight ( ) == INF ) { / / u n v i s i t e d neighbors
13 ows . add(<m, n , g . edgeWeight ( n , m)>) ;
14 } } } }

Figure 14. Prim’s ordered MST algorithm

Prim’s algorithm uses an approach similar to Dijkstra’s SSSP
algorithm. Figure 14 shows the pseudocode. The algorithm starts
with a component containing only the root and examines the edges
crossing the cut between the component and the rest of the graph.
For each examined edge, it adds a tuple< node, parent, weight >
to an ordered workset, where the weight of a tuple is the weight of
the edge under consideration. (In Dijkstra’s algorithm, the weight
is the total path weight from the source.) The parallelism in this
algorithm is similar to the parallelism in Dijkstra’s algorithm. The
neighborhood comprises the node of the tuple being processed and
its neighbors. Conflicts are resolved based on the weight of the tuple.

Kruskal’s algorithm is another ordered MST algorithm. Fig-
ure 15 lists the pseudocode. This algorithm begins with an ordered
workset containing all edges of the graph sorted by weight. It then
removes the edges from the workset and adds them to either an ex-
isting MST component or a newly created component, but only if
adding the edge does not create a cycle. A cycle would be intro-
duced if the two nodes connected by the edge belong to the same
component. The components are managed through a Union-Find
data structure, where each node has a link to the representative of

its component. Kruskal’s algorithm can process multiple edges in
parallel if the nodes comprising each edge belong to different com-
ponents. The neighborhood of an edge includes its two nodes and
the nodes visited during thefindSet() operation, which follows
the links to the representative node.

1 Graph g = /∗ read i n graph ∗ /
2 OrderedWorkSet ows ; / / ordered by weight
3 ows . addAl l ( g . edges ( ) ) ;
4 Set mst ;
5 foreach ( Edge e : ows ) {
6 Node rep1 = f i ndSe t ( e . f i r s tNo d e ( ) ) / / f i n d the rep .
7 Node rep2 = f i ndSe t ( e . secondNode ( ) ) / / o f my component
8 i f ( rep1 != rep2 ) { / / must be d i f f . components
9 mst . add ( e ) ;

10 union ( rep1 , rep2 ) ; / / merge the two components
11 } }

Figure 15. Kruskal’s ordered MST algorithm

Boruvka’s algorithm is an unordered MST algorithm. It is simi-
lar to Kruskal’s algorithm in that it also creates independent compo-
nents in parallel. The key insight that allows Boruvka’s algorithm to
be unordered is that the lightest-weight edge incident upon a node
must always be a part of the MST. Figure 16 presents the pseu-
docode. Initially, each node forms its own MST component and is
added to an unordered workset. Then, the algorithm finds the light-
est edge leaving a component that does not introduce a cycle and
contracts this edge. Contracting involves combining the nodes at ei-
ther end of the edge into a single component; therefore the neigh-
borhood consists of the these two nodes and their neighbors. The
algorithm terminates when there is only one component left.

1 Graph g = /∗ read i n graph ∗ /
2 WorkSet ws ;
3 ws . addAl l ( g . nodes ( ) ) ;
4 Set mst ; / / w i l l con ta in the mst edges
5 foreach (Node n : ws) {
6 Edge e = n . l i gh tes tEdge ( ) ;
7 i f ( e != nul l ) {
8 mst . add ( e ) ;
9 Node m = graph . con t rac t ( e ) ; / / removes cyc les

10 ws . add (m) ; / / add the super−node back
11 } }

Figure 16. Boruvka’s unordered MST algorithm

3.4.1 MST: Available parallelism

Figure 17 shows the parallelism profiles for Boruvka’s, Kruskal’s,
and Prim’s MST algorithms. The input is a random undirected
graph with 10,000 nodes and 35,605 edges; the edges have ran-
dom, uniformly distributed integer weights between 1 and 1000.
The active elements in the three algorithms are different; they are
nodes in Boruvka’s algorithm, edges in Kruskal’s algorithm, and
3-tuples, corresponding to edges, in Prim’s algorithm. The main
source of wasted work in Boruvka’s algorithm is the nodes left in
the workset that have already been merged into other components
and are no longer a part of the graph. This is why Boruvka’s al-
gorithm executes more than 10,000 activities (19,999 in this par-
ticular case). Kruskal’s algorithm has the longest critical path, while
Boruvka’s has the shortest. Both Kruskal’s and Boruvka’s algorithm
are coarseningalgorithms because they eliminate edges from the
graph, which explains why they have similar looking parallelism
profiles. This shape is characteristic of other coarsening algorithms
as well [27]. Prim’s algorithm, on the other hand, is a refinement
algorithm because it adds new nodes to the tree, which is why it has
a very different parallelism profile.
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(a) Boruvka’s unordered MST algorithm
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(b) Kruskal’s ordered MST algorithm
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(c) Prim’s ordered MST algorithm

Figure 17. MST parallelism profiles of a random graph with 10,000
nodes and 35,605 edges

4. Implementation
The parallelism profiles in Section 3 demonstrate that there is a
significant amount of parallelism in both ordered and unordered
irregular algorithms. To study how well this parallelism can be
exploited in practice, we implemented these algorithms in the Galois
system [20]. In this section, we describe a number of important
optimizations for performance.

4.1 Unordered algorithms

We applied the following optimizations to our implementations of
unordered algorithms [24].

Work chunking: To reduce the overhead of accessing the workset,
we combine the active elements into chunks. This optimization
is similar to Chunked Self Scheduling (CSS) [28, 31] and Itera-
tion Coalescing [24]. When a thread accesses the workset, it re-
moves a chunk of active elements instead of just one element. It
then iterates over these elements without accessing the workset
again. Newly created work is cached locally, and after the entire
chunk is processed, this work is added to the global workset. The
chunk size can be fixed statically or determined dynamically.

Wasted work reduction: The amount of wasted (and aborted)
work depends on the order in which the active elements are pro-
cessed. However, there is a tradeoff between the cost of reducing
such useless work and the overhead incurred by enforcing a pro-
cessing order. For example, FIFO order eliminates the wasted
work on one thread for BFS, but for multiple threads it is costly
to enforce strict FIFO order. Therefore, a good tradeoff is to
maintain a loose FIFO order in which all threads remove active
elements from one end and add to the other. In case of SSSP,
we should process the nodes in order of increasing weight to
eliminate the wasted work. However, using a priority queue to

implement the workset increases the access time of the workset
beyond the benefit of reducing the amount of wasted work.

Removing undo information and conflict detection: SSSP and
BFS do not require a conflict detection mechanism because node
values decrease monotonically. Conflict detection is needed in
DES, but we can apply theOne-Shotoptimization [24] because
the neighborhood of every station is statically known to be its
outgoing neighbors. A One-Shot implementation first locks the
entire neighborhood before making any updates. Thus, an activ-
ity will either abort before it made any changes or it is guar-
anteed to complete successfully. This technique reduces the
overhead of the runtime by eliminating the need to keep undo
information for the changes made to the graph.

4.2 Ordered algorithms

For ordered algorithms, the main overheads arise from the imple-
mentation of ordering constraints.

Commit queue: The executed activities cannot commit until they
become the highest priority activities in the system. Therefore,
the runtime must keep a record of the executed activities until
they commit. A data structure calledCommit Queueis one
way to maintain this information. The Commit Queue must be
ordered by the priority of the activities,i.e., the priority of the
active element corresponding to an activity. Newly scheduled
activities may conflict with already executed activities. Thus,
ordered implementations tend to have higher abort ratios.

Sequential commit: Ordered activities can execute in parallel, but
they must commit sequentially to ensure correctness. An activity
can only commit if it has the highest priority among the executed
activities in the commit queue and the pending activities in
the workset. If the amount of work per activity is small, as is
the case with the ordered algorithms we consider, committing
sequentially becomes the main bottleneck. The time to execute
an activity needs to be at leastP − 1 times longer than the time
taken by a commit action to keepP threads busy. Note that in
unordered algorithms commits can occur in parallel.

Priority-ordered workset: The runtime system needs to know the
highest priority element among the pending active elements for
two reasons: (i) an executed activity can be committed only if it
has highest priority among pending and executing/executed ac-
tivities, and (ii) to ensure global progress, the highest priority
element in the ordered workset needs to be scheduled for execu-
tion. Accessing priority queues is usually more expensive than
accessing unordered worksets.

In addition, many optimizations that are legal for unordered
algorithms are not legal for ordered algorithms. For example, One-
Shot optimization cannot be used with ordered algorithms because
an activity can be aborted at any point before it is committed, even if
it has completed execution and is merely waiting to get to the head
of the commit queue.

5. Performance Results
We studied the performance and scaling of our implementations on
a Sun UltraSPARC T2 (Niagara 2) Server. This machine has an 8-
core processor and 32 GB of main memory. Each core supports 8-
way multithreading and has an 8 kB L1 data cache and a 16 kB
L1 instruction cache. The 8 cores share a 4 MB L2 cache. We used
Sun’s 64-bit Hot Spot Java Runtime Environment version 1.6 for our
tests. The runtimes reported are the median of five runs in the same
JVM instance.

We were unable to obtain a speedup for any of the ordered
algorithms discussed in Section 3, so we do not present results for
them.



5.1 Breadth-First Search

Figure 18 shows the speedups for unordered BFS. We used two ran-
domly generated undirected graphs as input. The large input con-
tains 8 million nodes and 73.6 million edges. The small input con-
tains 4 million nodes and 36.8 million edges. The reported speedups
are relative to the ordered sequential algorithm, which uses a FIFO
queue. The figure presents results for two implementations:

Fixpoint: The unordered fixpoint code implements the algorithm
discussed in Section 3.1 and includes work chunking with a
chunk size of 1024 elements. The workset is implemented using
a concurrent FIFO queue.

Wavefront: The wavefront code implements a commonly used al-
gorithm that exploits parallelism within a level [3, 22, 34]. It
uses two worksets, a current workset containing all nodes at the
current level in the graph and a next workset into which all the
nodes from the next level are added. Threads only remove nodes
from the current workset and update the levels of the unvisited
neighbors, which are added to the next workset. After process-
ing an entire level, the threads synchronize at a barrier. We found
that work chunking is also necessary for this algorithm to per-
form well. We used 1024-element chunks.

Both implementations scale well. The fixpoint implementation
reaches a speedup of 22 with 32 threads. The wavefront implemen-
tation scales slightly better and reaches a speedup of 27 with 32
threads. Scheduling is successful in reducing the amount of wasted
work. The fixpoint implementation performs slightly worse because
of the cost of the compare-and-swap (CAS) instructions and the
complex termination detection. In contrast, termination detection in
wavefront is trivial; the parallel computation is terminated when the
workset becomes empty.
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Figure 18. Speedup of the unordered BFS fixpoint and wavefront
algorithms; small input = random graph with 4M nodes, 36.8M
edges, serial runtime = 21.31 sec.; large input = random graph with
8M nodes 73.6M edges, serial runtime = 45.33 sec.

5.2 Single-Source Shortest Path

Figure 19 shows the speedup results for unordered SSSP. The re-
ported speedups are relative to our sequential implementation of Di-
jkstra’s ordered algorithm, which uses a heap-based priority queue.
We used two road networks as inputs [1]. In these inputs, the nodes
represent locations and the edge weights represent the distance be-
tween adjacent locations. The small input contains the road network
of the Western USA and has 6.26 million nodes and 15.1 million
edges. The large input contains the road network of the entire USA
and has 23.9 million nodes and 57.7 million edges.

Using the FIFO schedule, our Fixpoint SSSP algorithm may
perform orders of magnitude of wasted work and is therefore much
slower than Dijkstra’s algorithm. The Delta Stepping algorithm by
Meyer et al. [25] essentially offers an efficient schedule for the
Fixpoint algorithm. It hashes the nodes into buckets based on their
distance label and processes each bucket in parallel in increasing

order. The width of a bucket is controlled by a parameter∆, which
governs the amount of parallelism in each bucket and the number
of extra updates. For example, a larger∆ value results in more
wasted work but also in increased parallelism per bucket. We found
that a∆ value of 400,000 and a chunk size of 128 within a bucket
works best for our inputs. We obtain a speedup of 4.4 and 4.7 over
Dijkstra’s algorithm for the small and large inputs, respectively. The
limited scaling arises from the fact that these graphs are very sparse
and take little time to process; Madduriet al. [23] also noticed
poor scalability of these inputs on their implementation of the Delta
Stepping algorithm.
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Figure 19. Speedup of the unordered SSSP algorithm; small input
= Western USA road network with 6.26M nodes, 15.1M edges,
serial runtime = 10.53 sec.; large input = entire USA road network
with 23.9M nodes 57.7M edges, serial runtime = 45 sec.

5.3 Discrete-Event Simulation

We implemented the unordered version of the DES algorithm to
model logic circuits. We again used two inputs. The small input
comprises a10 × 10 tree multiplier circuit, which results in 11.68
million events. The large input comprises a 64-bit Kogge-Stone
adder circuit, which results in 89.6 million events. The speedup
relative to the ordered sequential algorithm is shown in Figure 20.
Note that we included the One-Shot optimization described above
in our implementation of the unordered algorithm. The small input
results in poor scaling, reaching a speedup of 4.5, but the large input
scales reasonably and reaches a speedup of 11.3 with 32 threads.
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Figure 20. Speedup of the unordered DES algorithm; small input =
10 × 10 bit tree multiplier, serial runtime = 77.3 sec.; large input =
64-bit Kogge-Stone adder, serial runtime = 409 sec.

5.4 MST Boruvka

Figure 21 shows the speedup results for Boruvka’s MST algorithm
compared to a sequential implementation of Kruskal’s algorithm.
We used two inputs for our experiments: The small input is a two
dimensional grid of size1000×1000, where the edges are assigned
uniformly random integer weights between 0 and 100. The large in-
put is the road network for Western USA, with 6.26 million nodes
and 15.1 million edges. The parallel implementation of Boruvka is
slightly different from the pseudocode described in Figure 16. The
foreach loop is divided into two phases: (i)Match and (ii) Merge.



In the Match phase, each node tries to match itself to an unmatched
neighbor node on its lightest outgoing edge, thus forming a pair.
In the Merge phase, the pair of matched nodes is merged into one
bigger component by contracting the selected edge. All the threads
either execute the match or the merge phase simultaneously, which
eliminates the need for conflict detection and enables the work-
chunking optimization. Initially, a large chunk size is chosen; as the
execution proceeds, the chunk size shrinks because the number of
participating nodes decreases due to edge contractions. The edge
contractions have two kinds of effects on the execution:(i) the num-
ber of outgoing neighbors of a node increases rapidly, which makes
Match and Merge expensive, and (ii) the number of active nodes de-
creases, limiting the available parallelism towards the end and hence
the speedups (cf. Figure 17). With 32 threads, we achieve a speedup
of 2.7 on the small input and 11.9 on the large input.
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Figure 21. Speedup of Boruvka’s MST algorithm; small input =
1000 × 1000 2D grid, serial runtime = 10.93 sec.; large input =
Western USA road network with 6.26M nodes, 15.1M edges, serial
runtime = 47.99 sec.

5.5 Wasted work results

In this subsection, we investigate the amount of wasted work exe-
cuted by our implementations of the unordered algorithms. We used
the iteration count of theforeachloop as a measure of the work per-
formed. While algorithm specific metrics may be more meaningful,
e.g., the number of updates to a node label in BFS and SSSP, the
number of iterations correlates with such metrics and applies uni-
formly to all algorithms considered. Figure 22 shows the number
of iterations executed by the unordered implementation relative to
the sequential ordered implementation, which does not perform any
wasted work. We used the large input for each benchmark to ob-
tain these results. In the BFS Fixpoint and wavefront algorithms,
the amount of wasted work is negligible. The one-thread runs of the
SSSP Fixpoint algorithm with the Delta Stepping schedule already
perform more than 5 times the amount of required work, but the
value of the∆ chosen delivers the best scalability for these inputs.
Interestingly, the wasted work decreases slightly with the number
of threads; due to non-determinism of the parallel execution, the
threads deviate slightly from the suggested schedule, which coinci-
dentally results in a more efficient schedule.

In case of DES, the ordered algorithm uses different active ele-
ments than the unordered algorithm. Therefore, we plotted the ratio
of the number of iterations executed over the number of iterations
executed by the one-thread run of the unordered algorithm. Hence,
the extra iterations are the iterations aborted due to conflicts, which
increase with the number of threads. However, due to the One-Shot
optimization, these aborted iterations are cheap and do not signifi-
cantly hurt parallel performance. Note that the serial unordered im-
plementation performs some wasted work equal to the number of
NULL messages processed, which are absent in the ordered algo-
rithm. For Boruvka, we plot the ratio of iterations performed by our
parallel implementation to the number of iterations of Kruskal’s al-
gorithm. Again, the two algorithms use different types of active el-

ements in the workset. The wasted work represents the number of
unsuccessful attempts by a thread to match a node with its neigh-
bor on the lightest outgoing edge (cf. Section 5.4). Here, the wasted
work increases slightly with the number of threads.
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Figure 22. Ratio of iterations performed by the parallel unordered
over the sequential ordered implementations for the small inputs

6. Related and Future Work

In the theory community, parallel algorithms for graph problems
have been studied using the PRAM model [17, 19]. With the excep-
tion of one variant – the so-called Arbitrary CRCW PRAM [30] the
PRAM model follows serial semantics, provided (in some PRAM
variants) that programmers ensure that multiple processors do not
write to the same memory location in a given step. The PRAM
model is synchronous and all processors execute instructions in
lock-step, so synchronization is inexpensive. In contrast, the Galois
execution model is asynchronous because we do not assume any-
thing about the relative speeds of processors. The Explicit Multi-
threading (XMT) model [32] is an asynchronous extension of the
Arbitrary CRCW PRAM variant that exploits independence of order
(IOS) semantics in the explicitly parallel sections of the program.
Specialized hardware is used to reduce the overhead of creating and
managing small threads [33]. In contrast to PRAM and XMT, there
are no explicitly parallel constructs in Galois programs. However,
the Galois execution model has to contend with small threads as
well, and for reducing the overhead of these, the XMT hardware
assist would be useful.

There are many parallel implementations of the four irregular
problems considered in this paper, but to the best of our knowl-
edge, no previous work has tried to extract common abstractions
and lessons from them. In addition to the work cited earlier, we
mention some of the most relevant work here. Edmondset al. [13]
describe a single-source shortest-path implementation that partitions
the graph and employs a separate priority queue for each partition.
Their implementation relies on the monotonically decreasing nature
of the node values. For SSSP, the issue of wasted work has also
been studied. Meyeret al. [25] proposed the unorderedDelta Step-
ping algorithm, which allows trading off work efficiency for par-
allelism (and hence scalability) by controlling the∆ parametercf.
Section 5.2. Madduriet al.[23] describe an efficient implementation
of the Delta Stepping algorithm. Bader and Cong [2] and Chung and
Condon [11] have discussed parallel implementations of Boruvka’s
algorithm. Our implementation of Boruvka borrows ideas from this
work. Chaotic relaxationis an unordered algorithm for iteratively
solving linear systems [10].

A common parallelization approach for breadth-first search is a
level-based implementation [3, 22, 35], in which all the nodes at a
specific level in the graph are processed in parallel. As the neighbors
of the nodes in the next level are all assigned the same value, the
concurrent updates do not have to be atomic. It would be interesting
to design a static analysis that could determine this automatically.

While tradeoffs between unordered and ordered algorithms have
been studied in the past, it is not the case that ordered irregular



algorithms are necessarily inferior to their unordered counterparts.
For example, in the discrete event simulation community, many
people use the Time Warp algorithm [18], which is ordered, instead
of the Chandy-Misra algorithm [8], which is unordered. Since most
ordered algorithms do less work than their unordered counterparts,
they may become competitive if we can reduce the overheads of
implementing ordering, thus highlighting the need for much better
system support for speculative execution of ordered algorithms.

7. Conclusions
This paper studied the theoretically available and practically ex-
ploitable amorphous data-parallelism in several ordered and un-
ordered graph algorithms. We found that ordered algorithms had sig-
nificant available parallelism, with at least ten parallel activities on
average even in the worst case. However, this parallelism is hard to
exploit because of short loop bodies and the practical difficulties of
implementing ordering efficiently. Unordered algorithms have more
amorphous data-parallelism and shorter critical paths than ordered
algorithms, but they often perform wasted work. Hence, there is
a tradeoff between work efficiency and scalability when choosing
between ordered and unordered algorithms. Nevertheless, the un-
ordered algorithms are easier to optimize and schedule, which leads
to efficient parallel implementations. Hence, our recommendation
for parallelization is to convert ordered into unordered algorithms
when possible, and control the amount of wasted work by proper
scheduling.
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